Four-hour Tutorial on 

Pattern Discovery

Laxmi Parida 

IBM TJ Watson Research Center, Yorktown Heights, USA

Brief description of qualification:

I  am a  Research Staff Member at the Computational Biology Center,  IBM  T J Watson Research Center, Yorktown Heights, USA.  I did my PhD in the area of computational genomics at the Courant Institute of Mathematical Sciences, New York University  in 1998. My  primary focus of research has been the study of  pattern discovery and its applications, particularly  in the area of bioinformatics. During the past few years I have introduced several  important concepts in  the study of patterns, which have resulted in  better algorithms and wider applicability of pattern discovery. Notable amongst these  is  the concept  of irredundancy  of patterns. I have published over fifty research papers in various journals, authored several patents and  refereed journal submissions, conference proceedings, as well as given invited talks and tutorials in several international conferences.

I have experience in teaching graduate level courses (at NYU) and tutorials at conferences  (Combinatorial Pattern Matching 2000, Montreal).Also, publications, patents, invited talks and other details are at:

http://www.research.ibm.com/people/p/parida/

My detailed resume is available on request. 

Expected goals, objectives, motivation: 

Given a sequence of data, (such a DNA or amino acid sequence)  a motif or a pattern is a repeating subsequence. Such repeated subsequences often have important biological significance and hence discovering such motifs in various biological databases turns out to be a very important problem in computational biology. Of course, in biological applications the various occurrences of a pattern in the given sequence may not be exact and hence it is important to be able to discover motifs even in the presence of small errors. Various tools are now available for carrying out automatic pattern discovery. 

This is usually the first step towards a more sophisticated task such as gene finding in DNA or secondary structure   prediction in protein sequences. 

The goal of the tutorial is two fold. On one hand the attendees of the tutorial would be able to learn about the different motif discovery tools available and their applications in biological domains. A proper understanding of such tools will include understanding their domains of applications, their limitations as well as how to properly interpret the results. With the growing importance of motif discovery tools in biology we believe that this is an important skill in the toolkit of every computational biologist. A second goal of the tutorial would be to expose the audience to the intricacies of designing efficient algorithms that serve as the engine behind any motif discovery software, including

mathematical results making such algorithms possible. This is a very important aspect of motif discovery since various application domains require different definitions of motifs. For instance, one can define motifs with don't care characters to model inexact occurrences, permutation motifs allowing the repeated sequence to be permuted at every occurrence etc.  Also, the number of motifs in biological sequences often turn out to be too large to be useful. In such a situation by carefully redefining what a motif is, and retaining only the irredundant ones, it is often possible to extract useful information. In all these problems there is a delicate interplay between the definitions of the motifs, sizes of the output, and the time and space complexities of the algorithms for discovering them. These approaches have also led to applications of motif discovery algorithms, to solve other sequence related problems in computational biology -- such as the multiple sequence alignment problem. The mathematical ideas underlying these algorithms are non-trivial and vividly illustrate one example of interplay between theoretical computer science and biology. Our goal would be to expose the audience to some of the main algorithmic and theoretical results related to motif discovery. 

Intended audience:

The intended audience consists of motivated under-graduates, graduate students  and researchers working in the area of computational biology. We will assume no sophisticated knowledge of  either computer science or biology.  However a biologist with an interest in computer science and a computer scientist/mathematician with interest in biology should find the material interesting and useful.

Outline of the Four-hour Tutorial:
1. Motifs as substring patterns

a. Motivation: Pattern or motif discovery in data is widely used as a means of ‘understanding’ large volumes of data such as DNA or protein sequences. The basic assumption is that nature has a way of reusing and if a phenomenon is seen again and again, it is a potential source of information. Due to the absence of a good understanding of the domain, there is no consensus over the right model to use. Thus there is a trend towards model-less motif discovery in different fields.

b. Definition: Given an input sequence of data, a motif is a repeating pattern, possibly interspersed with dont-care characters, that occurs in the sequence.   

c. Meaningful filtering of the data (Concepts such as maximality and redundancy): To keep the problem manageable, it is useful to identify a small number of motifs that capture important information about the family of motifs. In this context maximality is often used.

d. Basic theoretical results: In an attempt to identify a small set of motifs that capture significant information  about the entire family of motifs  irredundant motifs are introduced. These  can be  used to construct every other (redundant) motif, if required. We will show a linear bound on these special motifs.

e. Algorithm: We will study some efficient algorithms to solve this problem.

f. Motifs in protein/DNA sequences: We will look at some applications of motif discovery.

2. Generalized  substring patterns

a. Motifs on multi-sets, real number sequences: The input sequence  could be not just characters but sets of characters or even drawn from a continuous domain, i.e. have real values. In the first case the number of motifs could potentially be exponential in the size of the input sequence  and in the third case there could be infinite number of motifs. Again, a meaningful data filtering is required on these motifs.

b. Extensible motifs: Allowing the motifs to have a variable number of gaps (or dont-care characters),  termed patterns with spacers or extensible motifs, further increases the expressibility of the motifs 
c. Algorithm: We will study some efficient algorithms to solve this problem.
d. Motifs in biological data: We will look at some applications of motif discovery.

3. Permutation Patterns (Compomers)

a. Motivation: Functionally related genes often appear in each others neighborhood on the genome, however the order of the genes may not be the same. These groups or clusters of genes  may have an ancient evolutionary origin or may signify some other critical phenomenon and may also aid in function prediction of genes.

b. Definition: A permutation pattern is a collection of the alphabet characters that appears in same or different order in the data.

c. Meaningful filtering of the data (Concepts such as maximality): As there is not enough knowledge about forming an appropriate model to filter the meaningful from the apparently meaningless clusters, a model-less approach of a notation for maximal patterns that drastically reduces the number of valid cluster patterns, without any loss of information, makes it easier to study and make sense of the results. 

d. Algorithm: We will study some efficient algorithms to solve this problem.
e. Permutation patterns in biological data: We will look at some applications of motif discovery.

4. Association Patterns/Patterns in microarrays

a. Motivation: Two main current applications is in (1) clustering genes based on their expression profile and (2) as a diagnostic in disease-tissue where certain expression profiles are implicated in the diseases.

b. Definition: Given a matrix of data, the problem is to identify a subset of rows that have similar values in a subset of the columns. The data can be discrete or can be real numbers. The pattern is the collection of the columns with their appropriate values.

c. Efficient algorithm:We will describe some algorithm that works correctly and efficiently to discover such patterns.

d. Patterns in biological data: We will study some applications of this.

5. An application of pattern discovery

In multiple sequence alignment: Given a set of  N sequences, the Multiple Sequence Alignment problem is to align these N sequences, possibly with gaps, that brings out the best commonality of the N sequences. The quality of the alignment is usually measured by  penalizing the mis-matches and gaps, and rewarding the matches with appropriate weight functions. However for larger values of  N, additional constraints are required to give meaningful alignments. We will discuss how pattern discovery  can be used to solve this problem efficiently and effectively.

